Revisiting the welfare effects of eliminating business cycles

Per Krusell\textsuperscript{a,b,c,d}, Toshihiko Mukoyama\textsuperscript{e,f}, Ayşegül Şahing, Anthony A. Smith Jr.\textsuperscript{h,*}

\textsuperscript{a} Princeton University, United States  
\textsuperscript{b} IIES, Sweden  
\textsuperscript{c} CEPR, United Kingdom  
\textsuperscript{d} NBER, United States  
\textsuperscript{e} University of Virginia, United States  
\textsuperscript{f} CIREQ, Canada  
\textsuperscript{g} Federal Reserve Bank of New York, United States  
\textsuperscript{h} Yale University, United States

\textbf{A R T I C L E   I N F O}

\textbf{Article history:}  
Received 29 December 2008  
Revised 1 January 2009  
Available online 23 January 2009

\textbf{JEL classification:}  
C68  
D31  
D61  
E32

\textbf{Keywords:}  
Cost of business cycles  
Incomplete markets  
Heterogeneity

\textbf{A B S T R A C T}

We investigate the welfare effects of eliminating business cycles in a model with substantial consumer heterogeneity. The heterogeneity arises from uninsurable and idiosyncratic uncertainty in preferences and employment status. We calibrate the model to match the distribution of wealth in U.S. data and features of transitions between employment and unemployment. In comparison with much of the literature, we find rather large effects. For our benchmark model, we find welfare effects that, on average across all consumers, are of a bit more than one order of magnitude larger than those computed by Lucas [Lucas Jr., R.E., 1987. Models of Business Cycles. Basil Blackwell, New York]. When we distinguish long- from short-term unemployment, long-term unemployment being distinguished by poor (and highly procyclical) employment prospects and low unemployment compensation, the average gain from eliminating cycles is as much as 1\% in consumption equivalents. In addition, in both models, there are large differences across groups: very poor consumers gain a lot when cycles are removed (the long-term unemployed as much as around 30\%), as do very rich consumers, whereas the majority of consumers—the “middle class”—sees much smaller gains from removing cycles. Inequality also rises substantially upon removing cycles.

© 2009 Elsevier Inc. All rights reserved.

\textbf{1. Introduction}

Lucas (1987) suggested a way of calculating an upper bound for the welfare gain associated with the elimination of business cycles. His calculation resulted in a very, very small number. If one accepts his analysis, indeed it is a major puzzle why so much effort is aimed at discussing stabilization policy, be it monetary or fiscal. Significant amounts of research have been generated during the 20 years since Lucas wrote his paper in an aim to justify an interest in stabilization. In a paper published in the \textit{Review of Economic Dynamics} in 1999 by a subset of the authors of the present paper (Krusell and Smith),
we argued that one possible motivation for an interest in the welfare effects of business cycles is an asymmetric effect of cycles on different groups of consumers. The idea we put forth is that although cycles do not affect the “average household” much at all in welfare terms—Lucas considered a representative consumer in his calculation—some consumers may suffer significantly, especially the poor and the unemployed. We considered a setting with significant and, in important respects, realistic consumer heterogeneity and assessed the welfare effects of removing cycles for all subgroups of the population. Our results suggested larger, but still very small effects. However, in our 1999 analysis we made an assumption—inadvertently—that, we have realized, is of great quantitative consequence. The goal of the present paper is to revisit our 1999 model and report the results of the much more appropriate assumption. The result is far greater scope for business cycles to generate welfare costs, especially for the poor and the unemployed.

Lucas did not address how aggregate cycles could be removed; his calculation was based on simply replacing, at no cost to society (hence the upper-bound nature of the results), an estimate of the aggregate consumption process with its mean. In our work, which uses a dynamic general-equilibrium model based on the stochastic growth model with idiosyncratic consumer productivity shocks and incomplete insurance against these shocks, we replace the aggregate productivity process, which is exogenous, with its mean, thus implementing the spirit of Lucas’s approach. However, when aggregate shocks are removed, what might the implications be for individuals’ shocks? The assumption adopted here turns out to be key, and the central purpose of the present paper is to argue for and explore a more appropriate assumption than the one we used in our earlier paper. There, our aim was to again stay as close in spirit as possible to Lucas’s approach: we argued that the idiosyncratic shock process should be replaced, when aggregate cycles are removed, by one that “integrates out” the aggregate component of the individual shock. However, we implemented our integration principle incorrectly and thereby instead, in effect, made the assumption that individual shocks were unaffected by the removal of cycles. In the present paper, we instead show that a correct implementation of this principle implies that when the aggregate component is integrated out, the individual income process becomes less risky, thus by itself representing a (direct) welfare improvement. In addition, the lower amount of individual risk induces changes in equilibrium prices which also have important indirect effects on welfare.

By integrating the aggregate risk out of an income process we mean averaging over the aggregate states conditional on each idiosyncratic state. However, since individual employment—the source of income fluctuations for individuals in our model—is correlated with the aggregate state (the employment rate is procyclical), the individual (employment) variable is not fully idiosyncratic, which makes integration a nontrivial task. With correlation, one thus first needs to construct a pure process for idiosyncratic luck that, by definition, is uncorrelated across individuals. Conditional on every realization of this new idiosyncratic variable, one can then integrate out the influence of aggregate risk on individual employment. Following this procedure, we now find that the removal of aggregate risk lowers individual risk employment risk by about 16% in the long run in our baseline model.

The effect on individual risk has two implications. One is quantitative: it turns out to generate much larger effects on welfare, on average a bit more than one magnitude larger than those Lucas found. But there is also a qualitative effect regarding who gains and who loses from removing cycles: the effect is U-shaped in wealth. First, with less idiosyncratic risk, the poorest consumers gain significantly since they suffer most from risk; quantitatively, they gain up to several percentage points in consumption equivalents from eliminating cycles, thus contrasting Lucas’s numbers, which are orders of magnitude lower. Second, due to the lower income risk, the amount of precautionary saving in the economy falls. In the closed economy that we study, this raises the interest rate. This effect is small but nevertheless significantly raises the welfare of the very richest, who own very large amounts of wealth; the wealth distribution in the initial state reproduces the observed Gini coefficient for wealth and thus has (a small number of) very wealthy individuals. This effect on the welfare of the very richest also amounts to several percentage points of consumption equivalents. The middle class, in contrast, sees an improvement because of the lowering of risk, but it is very well insured in utility terms, so this effect is almost nil. Moreover, the middle class, of which a typical agent is employed, sees a fall in the wage, and as a result the middle class—in total around 65% of the agents—experiences a welfare loss from eliminating aggregate cycles.

In addition to calculating welfare costs across individuals who differ in their economic status at the moment of eliminating cycles, we now obtain striking implications for long-run inequality. The Gini coefficient for wealth distribution in the steady state without aggregate cycles is over 0.9, which is substantially larger than the initial average Gini coefficient of about 0.8 in the economy with cycles. Behind this result is the assumption that discount rates differ across consumers: as there is less risk, consumers with different discount rates tend to corners, thus making wealth more dispersed. In particular the poorest can afford to become even poorer, given that their income risk is less severe and their discount rates tend to be significantly above the interest rate: they “want to” become poorer. For example, the number of households with negative assets goes from 10 to 29%. On the other hand, the very richest become even richer, due to the increase in interest rates.

An extension of our model distinguishes between short- and long-term unemployment: in essence, we assume here that once unemployed long enough, the probability of reentrance into employment falls significantly. In this case, we find that the removal of aggregate risk lowers individual employment risk by about 37% in the long run. Moreover, the gain from eliminating business cycles is much larger than in the model with only one kind of unemployment. Now everyone realizes a positive gain from eliminating business cycles; the average gain across the population, taking into account the transition to a new steady state, is as large as 1%. The gains are very large for the consumers with very little wealth and very high wealth. In the long run, the wealth dispersion becomes very large. In particular, the fraction of agents with negative assets becomes 76%.
Because we are using the exact same model here as in the original paper, we describe it very compactly and move directly to the new analysis. Section 2 discusses the methodology and model used for answering our main question and Section 3 describes parameter choice and numerical issues. The main results are contained in Section 4 and the conclusions in Section 5; several appendices contain details on computation and other technical aspects of the analysis.1

2. Preliminaries

In Section 2.1, we first briefly discuss different routes one might take in answering our main question. We then discuss our theoretical model framework in Section 2.2 and, in Section 2.3, discuss in detail how we eliminate cycles.

2.1. Methodology

Lucas’s (1987) model economy is very simple: consumption is exogenous and there is only one shock—one to the aggregate consumption process. In this economy, Lucas views the elimination of cycles as simply setting the shock to zero (its unconditional mean). To allow for heterogeneity, one way to extend what Lucas did is to use data on individual consumption. In particular, postulate and estimate the dependence of individual consumption on a purely idiosyncratic component and on aggregate variables. Next, for any value of the idiosyncratic component, take the average across the aggregate variables; this delivers a new consumption process. Finally, evaluate individual utility given this new process. We did not follow this procedure for two reasons. First, the procedure requires a long enough panel of individual consumption data so that one can reliably estimate a process for individual consumption which not only identifies the aggregate from the idiosyncratic component but also delivers an accurate assessment of the serial correlation properties of the shocks to individual consumption. Existing data do not grant this possibility. Second, this kind of calculation tends to underestimate the costs of cycles: if one instead models the randomness the agents are subject to, it may be better for them to change consumption in some other way than just averaging it across the aggregate states. That is, the utility value of not having aggregate cycles is underestimated. Although this is a problem also in Lucas’s analysis, it is likely to be quantitatively more important here, where individual consumption volatility is much higher than in a representative-agent setup calibrated to aggregate data.

An alternative is to use individual income—for which data are arguably more reliable—and employ a model to infer consumption by assuming rational behavior given a certain set of asset markets. A first step would be to estimate a wage process and a process for asset returns and then to compare the utility outcome for a rational agent facing these processes with one where the same agent faces the same processes with their aggregate components removed. A second step would be to add an equilibrium component to the analysis, i.e., to also model where wages and rental rates come from. Since savings are likely to change as a result of eliminating risk, this seems a potentially important channel not to forget, at least if one believes that the economy is closed. Moreover, labor supply could change, leading to changes in the wage rate.

In this paper we follow a simple version of the latter procedure: we only model idiosyncratic differences in employment (and not in wage per hour worked), we assume that labor supply is inelastic, and we assume that all agents face the same return on saving. The asset structure is simple: there is only one asset—aggregate capital—and an exogenous borrowing constraint. The aggregate shock is modeled as exogenous changes in aggregate productivity and labor demand, and we study the general equilibrium effects for different groups of consumers by replacing the latter shocks with their conditional means.

2.2. Model setup

Except in the details of the individual’s income process, the model is that in Krusell and Smith (1998); thus, we describe it compactly and, for the most part, without comment.

Consumers are ex-ante identical, with preferences

\[ E_0 \sum_{t=0}^{\infty} \beta^t U(c_t), \]

where \( U(c) = \log(c) \) and \( \beta_t \) is a stochastic variable which is idiosyncratic—i.i.d. across agents—and describes the cumulative discounting between period 0 and period \( t \). In particular, \( \beta_{t+1} = \beta \beta_t \), where \( \beta \) is a three-state, first-order Markov process.

The aggregate production function is

\[ z k^n n^{1-\alpha}, \]

where \( k \) is capital (a bar refers to a total) and \( n \) is labor, and \( z \) is the aggregate productivity level. There is also home production, which accrues in the amount \( \psi \) to all unemployed agents.2 Aggregate output, including undepreciated capital, can be used to either consume or invest.

---

1 The appendices are available upon request from the authors and can also be found at http://www.economicdynamics.org/RED15.htm.

2 Throughout the paper, we interpret “home production” as unemployment insurance, thereby avoiding, for simplicity, the explicit modeling of a government budget constraint. In the model which distinguishes short- from long-term unemployment, \( \psi \) depends on whether an unemployed consumer is in the short- or long-term unemployed state.
In the model with homogeneous unemployment, we denote the employment status \( \epsilon = 0 \) for unemployment and \( \epsilon = 1 \) for employment. When we distinguish short- and long-term unemployment, we introduce a new notation: \( \epsilon = 1 \) for long-term unemployment, \( \epsilon = s \) for short-term unemployment, and \( \epsilon = e \) for employment. The distinction between short- and long-term unemployment allows us to consider differences among the unemployed both in terms of their income when unemployed and their prospects for future employment. In particular, in the calibration we assume (i) that the short-term unemployment allows us to consider differences among the unemployed both in terms of their income when unemployed and their prospects for future employment. In particular, in the calibration we assume (i) that the short-term unemployed receive higher unemployment insurance benefits (for the unemployment benefit \( \psi_e, \psi_s > \psi_l > \psi_e = 0 \) holds); and (ii) that their probability of employment is higher, with the difference being more pronounced in recessions than in booms. As before, the individual employment status, jointly with the aggregate shock \( z \), follows a first-order Markov process.

Formally, a recursive competitive equilibrium for this economy is defined using the aggregate state variables. Let \( \Gamma \) denote the current measure of consumers over holdings of capital, employment, and preference status. Then, the state variable relevant to the individual includes \( (\Gamma, z) \) and the idiosyncratic vector \( (k, \epsilon, \beta) \). Let \( H \) denote the equilibrium transition function for \( \Gamma' \):

\[
\Gamma' = H(\Gamma, z, z').
\]

Consumers solve

\[
\nu(k, \epsilon, \beta; \Gamma, z) = \max_{c,k'} \left\{ U(c) + \beta E \left[ \nu(k', \epsilon', \beta'; \Gamma', z') | z, \epsilon, \beta \right] \right\}
\]

subject to:

\[
\begin{align*}
c + k' &= r(k, 1 - u_z, z)k + w(k, 1 - u_z, z)l_{e=e} + \psi \epsilon + (1 - \delta)k', \\
\Gamma' &= H(\Gamma, z, z'), \\
k' &\geq k.
\end{align*}
\]

where \( l_{e=e} = 1 \) if \( \epsilon = e \) (or \( \epsilon = 1 \) in the homogeneous unemployment case) and 0 otherwise, \( r \) is the rental rate of capital, \( w \) is the wage rate, \( \delta \) is the depreciation rate, and \( u_z \) is the unemployment rate when aggregate state is \( z \). \( k \) is the exogenously set borrowing constraint. If

\[
k' = f(k, \epsilon, \beta; \Gamma, z)
\]

denotes the optimal saving decision for the agent, then an equilibrium can be defined as a law of motion \( H \), individual functions \( (v, f) \), and pricing functions \( (r, w) \) such that (i) \( (v, f) \) solves the consumer's problem; (ii) \( (r, w) \) equal the marginal products of capital and labor, respectively; and (iii) \( H \) is generated by \( f \) and the law of motion for \( (z, \epsilon, \beta) \).

Finally, the economy without cycles is defined in the same way, but using different processes for \( z \) (which is now deterministic) and \( \epsilon \). We will now describe in detail how these processes are obtained.

2.3. The elimination of cycles

The heterogeneous-agent model we use here allows an indirect way—given the assumptions underlying the model—of deducing how individuals’ consumption processes depend on aggregates. Ideally, one would then perhaps introduce stabilization policy explicitly in the model and compute the implied welfare effects. In our model, however, \( z \) and \( \epsilon \), which are exogenous processes, would then be left unchanged, and it is not clear that such an experiment would capture all potential gains from stabilization. Instead, and with the kind of “upper-bound approach” Lucas used, we opt for changing these processes directly, and more specifically changing them by removing any cyclical components, without introducing policy explicitly.

How should the processes be altered, i.e., how should the cyclical components be removed? We discuss this next.

1.2.1. Aggregates

With reference to Lucas’s procedure, which involved replacing the consumption shock in his model with its mean, assuming that there could be no average consumption gain—or loss—from eliminating cycles, we also adopt a “neutrality” assumption. For aggregate shocks, we replace \( z \) and \( u_z \) by their conditional means. In the long run, our economy without cycles thus has productivity \( \pi_g z_g + \pi_b z_b \) and unemployment rate \( \pi_g u_g + \pi_b u_b \), with \( \pi_g \) and \( \pi_b \) representing the unconditional probabilities of good and bad aggregate states, respectively.

1.2.2. Individual variables

One could remove the aggregate component of the individual shock in several ways. We proposed, in our 1999 paper, to integrate over the aggregate shock. Suppose the individual variable of interest, \( y \), is a function \( g \) of two independent random variables, \( y = h(i, z) \), where \( i \) is an idiosyncratic shock and \( z \) is an aggregate shock. The assumption that the two shocks are independent amounts to a definition of “idiosyncratic”; the densities are denoted \( f_z(i) \) and \( f_z(z) \), respectively. We then identify the idiosyncratic shock process in the absence of aggregate risk, \( y^{w/o}(i) \), with the following:

\[
y^{w/o}(i) = \int h(i, z) f_z(z) dz
\]
for each \( i \), with density \( f_i(i) \).

For the most straightforward example, suppose that \( y \) denotes an individual productivity level and that this productivity is the sum of two jointly normal shocks, one individual-specific, but not necessarily fully idiosyncratic, shock \( \epsilon \) and the aggregate shock \( z \):

\[
y = \epsilon + z.
\]

We assume first that the marginal distribution of each of these shocks is \( N(0, 1) \) and that the covariance between the two shocks is \( \rho \). If \( \rho = 0 \), so that \( \epsilon \) and \( z \) are independent, we deduce that \( y \) is \( N(0, 2) \). Then we obtain, using our integration principle, that

\[
y^{w/o} = \epsilon,
\]

which is \( N(0, 1) \). Here, \( y^{w/o} \) is clearly less risky—it has a lower variance than \( y \).

If \( \epsilon \) and \( z \) are correlated, integration requires first projecting \( y \) onto \( z \). This projection is \( (1 + \rho)z + i \), where \( i \) and \( z \) are now independent by construction and evolve recursively; and (iii) will settle down to a stationary process with full support on \( \{0, 1\} \).

We now turn to the quantitative experiment, starting with the calibration and then briefly commenting on computation.
3.1. Calibration

Our calibration here is identical to that in Krusell and Smith (1999); we therefore describe it only very briefly. The calibration is quite standard and mostly based on Krusell and Smith (1998); the main exception is the employment process, which in our alternative calibration now distinguishes short- from long-term unemployment.

We set, with a period being one quarter, \( \delta = 0.025 \) and \( \alpha = 0.36 \), and we use discount factors (for the benchmark model, set primarily in order to match the wealth distribution) that are 0.9858, 0.9894, and 0.9930, with 80% of the population on the middle value and 10% on each extreme point in any time period and an expected duration of the extreme discount values of 50 years (approximating a lifetime); transitions can only occur to adjacent values. We set \( \ub = 10\% \) and \( \ug = 4\% \), and we set \( zg = 1.01 \) and \( zl = 0.99 \), with an expected duration of each aggregate state to 2 years. We set the borrowing constraint to be very loose, with a limit of about 60–70% of average annual income.

The first employment process we consider has the short- and long-term unemployment states collapsed into one state, as in Krusell and Smith (1998) exactly; this is our baseline calibration. It has \( \psi_0 = 0.0334 \), which is about 10% of the quarterly wage. The employment process here is given by four 2-by-2 matrices, one for each \((z, z')\):

\[
\begin{pmatrix}
0.33 & 0.67 \\
0.03 & 0.97
\end{pmatrix}
\]

for the transition \((z, z') = (zg, zg)\) (rows/columns stand for the current/next period’s state; row 1/2 is the unemployment/employment state),

\[
\begin{pmatrix}
0.75 & 0.25 \\
0.07 & 0.93
\end{pmatrix}
\]

for \((zg, zb)\),

\[
\begin{pmatrix}
0.25 & 0.75 \\
0.02 & 0.98
\end{pmatrix}
\]

for \((zb, zg)\), and

\[
\begin{pmatrix}
0.60 & 0.40 \\
0.04 & 0.96
\end{pmatrix}
\]

for \((zb, zb)\). These parameters imply that the aggregate unemployment only take on two values and that the expected duration of unemployment is 1.5/2.5 quarters conditional on the good/bad aggregate state remaining. Because unemployment is higher in bad times than in good times, income risk due to unemployment risk is countercyclical, and integrating out the aggregate component from the employment dynamics will, as we shall see, lower the risk that the worker faces.

The second calibration uses the discount factors 0.9823, 0.9879, and 0.9935, along with \( \psi_s = 0.391 \), which is about 50% of the quarterly wage, to roughly replicate the U.S. replacement ratio during the first quarter of unemployment; \( \psi_l = 0.038 \), which helps us match the left tail of the wealth distribution. The employment transition matrices here are:

\[
\begin{pmatrix}
0.50 & 0.0 \\
0.25 & 0.75 \\
0.03 & 0.97
\end{pmatrix}
\]

for the \((zg, zg)\) transition (row/column 1 means long-term unemployment, 2 means short-term unemployment, and 3 means employment),

\[
\begin{pmatrix}
0.17 & 0.83 \\
0.03 & 0.97 \\
0.03 & 0.97
\end{pmatrix}
\]

for the \((zb, zg)\) transition,

\[
\begin{pmatrix}
0.94 & 0.06 \\
0.75 & 0.25 \\
0.04 & 0.93
\end{pmatrix}
\]

for the \((zg, zb)\) transition, and

\[
\begin{pmatrix}
0.99 & 0.01 \\
0.03 & 0.97 \\
0.03 & 0.97
\end{pmatrix}
\]

for the \((zb, zb)\) transition. These matrices imply the kinds of duration numbers mentioned above and that (by definition) long-term unemployment is always preceded by short-term unemployment. We also require that the probability of employment is always higher for the currently employed than for the currently unemployed.\(^6\)

---

\(^6\) An exception to one of these restrictions can be found in the transition from the good to the bad aggregate state; there, it is possible to go directly from \( e = g \) to \( e = l \), an outcome necessitated by the requirement that the probability of employment next period be higher for unemployed agents than
Table 1

<table>
<thead>
<tr>
<th>% of wealth held by top</th>
<th>Fraction with</th>
<th>Gini coefficient</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>1%</td>
<td>5%</td>
</tr>
<tr>
<td>One kind of unemployed</td>
<td>24%</td>
<td>54%</td>
</tr>
<tr>
<td>Two kinds of unemployed</td>
<td>26%</td>
<td>56%</td>
</tr>
<tr>
<td>Data</td>
<td>30%</td>
<td>51%</td>
</tr>
</tbody>
</table>

This calibration means that the expected duration of unemployment conditional on a bad aggregate state is quite long: 80 periods for long-term unemployed; it is only 2 periods in the good aggregate state. However, note that recessions last only 8 periods on average, so the average duration of an unemployment spell is relatively short. Relatedly, the fraction of all unemployed agents who are long-term unemployed is 73% in bad times and 33% in good times, with the total number of the short-term unemployed barely changing at all across aggregate states. Thus, employment dynamics change a lot with the aggregate state and eliminating the risk of unemployment by integrating out the aggregate fluctuations will be a potentially important reduction in unemployment risk; we will get back later to just how much, given this calibration.

We obtain long-run wealth distributions as tabulated in Table 1. These distributions are roughly consistent with the data in Wolff (1994) and Díaz-Giménez et al. (1997).

3.2. Model solution: Approximate aggregation

The models with aggregate uncertainty are solved as in Krusell and Smith (1998). We also compute transition paths for economies without aggregate shocks; here, we postulate a time path for aggregate capital, solve for agents’ decisions given this path, and then verify that the time path for aggregate capital implied by agents’ aggregated decisions matches the postulated time path. Appendices B and D describe the algorithm in detail.

We obtain equilibrium laws of motion for aggregate capital, which also describe the accuracy of our computations, as follows. For the baseline calibration,

\[
\log \bar{k}' = 0.102 + 0.960 \log \bar{k},
\]

\[
R^2 = 0.999985, \quad \hat{\sigma} = 0.0075%.
\]

in good times (state \( z_g \)) and

\[
\log \bar{k}' = 0.094 + 0.961 \log \bar{k},
\]

\[
R^2 = 0.999946, \quad \hat{\sigma} = 0.0141%.
\]

in bad times (state \( z_b \)), where \( \hat{\sigma} \) is the estimated standard deviation of the error in a regression using simulated time-series data. For the calibration with short- and long-run unemployed, the corresponding equations are

\[
\log \bar{k}' = 0.104 + 0.959 \log \bar{k},
\]

\[
R^2 = 0.99998, \quad \hat{\sigma} = 0.0087%.
\]

in good times (state \( z_g \)),

\[
\log \bar{k}' = 0.117 + 0.951 \log \bar{k},
\]

\[
R^2 = 0.999968, \quad \hat{\sigma} = 0.0307%.
\]

in bad times when the last period was bad as well (state \( z_b \)), and

for employed agents. Because we insist that all newly unemployed receive \( \psi_s \), this actually requires using a third aggregate state in the formal analysis along with a fourth individual state. Thus, we denote a bad aggregate state following a good aggregate state \( z_g \) (for “downturn”), to be distinguished from a bad aggregate state following a bad aggregate state \( z_b \), and we denote the long-term unemployed who directly transited from employment, and therefore receive \( \psi_s \), by \( f \) (for “fired”). By construction, the state \( f \) appears only when the aggregate state is \( z_d \). The implied, larger transition matrices are tabulated in Appendix D.

7 We use the following formula for the Gini coefficient:

\[
G = \frac{1}{n} \left( n + 1 - 2 \left( \frac{\sum_{i=1}^{n} (n + 1 - i) k_i}{\sum_{i=1}^{n} k_i} \right) \right)
\]

for the simulated values of the individual wealth \( k_i, i = 1, \ldots, n \), and \( k_i \) is ordered in a non-decreasing manner (\( k_i \leq k_{i+1} \)). Here we use this formula directly to the simulated data although the simulated data contains substantial number of the individuals with negative wealth.
\[
\log \hat{\mu}^e = 0.093 + 0.963 \log \hat{\mu},
\]
\[R^2 = 0.99998, \quad \hat{\sigma} = 0.0077\%
\]
in bad times when the last period was good (state \(z_d\)). The fit is a little worse here than in the baseline case, especially when two bad aggregate shocks hit in succession, but it is still impressive.

4. Welfare effects of eliminating the business cycle

One of our main objectives is to record the welfare effects of removing cycles for different types of consumers at the time of the removal of cycles, since we expect these effects to vary substantially across different groups of the population. Therefore, we need to solve for transition paths; if we solved only for long-run outcomes, we would be able to comment only on how certain groups do in the long run, and we would not be able to ask the question “How is agent \(x\) affected by the removal of cycles?”, where \(x\) refers to a consumer’s type on the date that cycles are (unexpectedly) removed. As in Krusell and Smith (1999), in the transition experiment we therefore replace the stochastic \(z\) process with its conditional expectation as of the initial date, leaving a deterministic movement in \(z\) and \(u\) which disappears in the long run.

The wage income process without aggregate shocks is significantly more complex than the one with aggregate shocks. Using the baseline case as an illustration, recall from the discussion of the one-shot case of aggregate risk in Section 2.3.2 that the employment process in the economy without cycles has a 3-point support: 0, 1, and a number strictly between 0 and 1, namely, the conditional probability of a good aggregate state. In the fluctuating economy, a lucky agent with a low realization of the “pure idiosyncratic shock” \(i\) is employed no matter what the aggregate state is, and an unlucky consumer with a high realization of \(i\) is unemployed no matter what the aggregate state is. Therefore, the application of the integration principle for these consumers is simple—assign the new employment value 1 to the former consumer, and assign the new employment value 0 to the latter consumer. A consumer with an intermediate value of \(i\) is employed only if the aggregate state is good. The integration principle assigns the expected value (with respect to the aggregate state) of the employment value in the fluctuating economy as the new employment value for this consumer. Since the underlying employment variable \(\epsilon\) in the fluctuating economy takes either 1 or 0, the expected value \(\pi_g \cdot 1 + \pi_b \cdot 0 = \pi_g\) is assigned as the new employment value, where \(\pi_g\) is the probability that the aggregate state is good and \(\pi_b\) is the probability that the aggregate state is bad.

The same logic applies when we adapt this procedure to our infinite-horizon economy. In the economy with cycles, the employment status of a consumer at time \(t\), \(\epsilon_t\), depends on the histories of idiosyncratic and aggregate shocks up to that time, i.e., on \(\epsilon^t = \{\epsilon_1, \ldots, \epsilon_t\}\) and \(z^t = \{z_0, \ldots, z_t\}\). As in the one-shot case described in Section 2.4, the \(i_t\)s are assumed to be i.i.d. and uniformly distributed on \([0, 1]\). In the economy without cycles, following the integration principle, we determine the employment value of a consumer with “luck” history \(\epsilon^t\) by calculating the expected value of his employment outcome at time \(t\), where the expectation is taken with respect to the set of possible histories \(\{z^t\}\) of aggregate shocks. In other words, and again using the (two-state) baseline case as an illustration, we set the consumer’s employment value at time \(t\) in the economy without cycles equal to his probability of employment in the economy with cycles, given his history of “luck” \(\epsilon^t\). If the consumer is unlucky and the elements of his history \(\epsilon^t\) are all close to 0, then he is unemployed at time \(t\) regardless of the realization of the aggregate history \(z^t\); by the same token, if the consumer is lucky and the elements of \(\epsilon^t\) are all close to 1, then he is employed at time \(t\) regardless of \(z^t\). For histories \(\epsilon^t\) with intermediate values, the consumer’s employment value in the economy without cycles (i.e., his probability of employment given \(\epsilon^t\)) depends on the aggregate history \(z^t\), and in this case we compute the consumer’s average employment outcome across different histories \(z^t\).

It turns out that we can calculate the “averaged” employment values in the economy without cycles by tracking the evolution of two state variables for each consumer. One of these state variables is \(P_{gt}\), the probability (in the economy with cycles) that a consumer with history \(\epsilon^t\) is employed at time \(t\) and that the aggregate state at time \(t\) is good; the other, \(P_{bt}\), is the probability (again in the economy with cycles) that a consumer with history \(\epsilon^t\) is employed at time \(t\) and that the aggregate state at time \(t\) is bad. The new employment value in the economy without cycles is then \(P_{gt} + P_{bt}\), or the probability that a consumer with history \(\epsilon^t\) would have been employed at time \(t\) in the economy with cycles.

As we move forward in time, the set of possible individual and aggregate histories grows, and consequently the number of possible values that the “averaged” employment value can take on increases too. Indeed, for any subinterval contained in \([0, 1]\), there is a positive probability that the employment value in the economy without cycles lies in that interval as time approaches infinity.

Appendices A and B provide further details of the updating procedure in the baseline case. When there are two types of unemployment, the employment process is summarized by a five-dimensional vector. The “integration” procedure is more involved in this case, but the principle remains the same; see Appendix D for complete details.

4.1. The baseline case: Homogeneous unemployed

First, we present the results for the case where there is only one type of unemployment. To begin, Table 2 contains summary measures of welfare changes across different groups. We convert the difference between the two expected values into a consumption equivalent in the same way that Lucas did; see Appendix C for the exact formula.
Table 2
Welfare gains from eliminating business cycles.

<table>
<thead>
<tr>
<th>Initial state</th>
<th>Fraction gaining</th>
<th>Average utility gains in percentage consumption</th>
</tr>
</thead>
<tbody>
<tr>
<td>( \tilde{k} )</td>
<td>( \tilde{z} )</td>
<td>( \epsilon = 1 )</td>
</tr>
<tr>
<td>11.2</td>
<td>( z_{g} )</td>
<td>0.343</td>
</tr>
<tr>
<td>12.3</td>
<td>( z_{g} )</td>
<td>0.386</td>
</tr>
<tr>
<td>12.3</td>
<td>( z_{g} )</td>
<td>0.329</td>
</tr>
<tr>
<td>12.3</td>
<td>( z_{g} )</td>
<td>0.347</td>
</tr>
</tbody>
</table>

Table 3
Average utility gains by wealth group (\( \tilde{k} = 11.2, \tilde{z} = z_{g} \)).

<table>
<thead>
<tr>
<th>Utility gain in percentage consumption</th>
<th>&lt; 1</th>
<th>1–5</th>
<th>5–25</th>
<th>25–50</th>
<th>50–75</th>
<th>75–95</th>
<th>95–99</th>
<th>&gt; 99</th>
</tr>
</thead>
<tbody>
<tr>
<td>All</td>
<td>0.350</td>
<td>0.151</td>
<td>0.033</td>
<td>-0.073</td>
<td>-0.108</td>
<td>0.233</td>
<td>1.135</td>
<td>1.761</td>
</tr>
<tr>
<td>( \epsilon = 1 )</td>
<td>0.212</td>
<td>0.127</td>
<td>0.027</td>
<td>-0.075</td>
<td>-0.109</td>
<td>0.232</td>
<td>1.134</td>
<td>1.763</td>
</tr>
<tr>
<td>( \epsilon = 0 )</td>
<td>1.051</td>
<td>0.395</td>
<td>0.149</td>
<td>-0.021</td>
<td>-0.084</td>
<td>0.250</td>
<td>1.159</td>
<td>1.667</td>
</tr>
</tbody>
</table>

Table 4
Utility gains for different types of agents (\( \tilde{k} = 11.2, \tilde{z} = z_{g} \)).

<table>
<thead>
<tr>
<th>Type of agent</th>
<th>Wealth percentile</th>
<th>( \epsilon = 1, \beta = \text{low} )</th>
<th>( \epsilon = 1, \beta = \text{middle} )</th>
<th>( \epsilon = 1, \beta = \text{high} )</th>
<th>( \epsilon = 0, \beta = \text{low} )</th>
<th>( \epsilon = 0, \beta = \text{middle} )</th>
<th>( \epsilon = 0, \beta = \text{high} )</th>
</tr>
</thead>
<tbody>
<tr>
<td>constr.</td>
<td>0.005</td>
<td>0.05</td>
<td>0.5</td>
<td>0.95</td>
<td>0.995</td>
<td>0.999</td>
<td>0.05</td>
</tr>
<tr>
<td>( \epsilon = 1, \beta = \text{low} )</td>
<td>0.516</td>
<td>0.413</td>
<td>0.275</td>
<td>0.063</td>
<td>0.437</td>
<td>1.255</td>
<td>1.560</td>
</tr>
<tr>
<td>( \epsilon = 1, \beta = \text{middle} )</td>
<td>0.221</td>
<td>0.134</td>
<td>0.021</td>
<td>-0.109</td>
<td>0.690</td>
<td>1.552</td>
<td>1.857</td>
</tr>
<tr>
<td>( \epsilon = 1, \beta = \text{high} )</td>
<td>0.063</td>
<td>0.010</td>
<td>-0.028</td>
<td>0.023</td>
<td>1.090</td>
<td>1.964</td>
<td>2.273</td>
</tr>
<tr>
<td>( \epsilon = 0, \beta = \text{low} )</td>
<td>3.500</td>
<td>1.032</td>
<td>0.529</td>
<td>0.131</td>
<td>0.426</td>
<td>1.252</td>
<td>1.559</td>
</tr>
<tr>
<td>( \epsilon = 0, \beta = \text{middle} )</td>
<td>2.029</td>
<td>0.640</td>
<td>0.225</td>
<td>-0.071</td>
<td>0.677</td>
<td>1.550</td>
<td>1.856</td>
</tr>
<tr>
<td>( \epsilon = 0, \beta = \text{high} )</td>
<td>1.911</td>
<td>0.382</td>
<td>0.076</td>
<td>0.001</td>
<td>1.077</td>
<td>1.962</td>
<td>2.272</td>
</tr>
</tbody>
</table>

Table 2 contains four transition experiments: starting from two different initial capital stocks (each one is associated with a randomly drawn distribution of assets from the stationary stochastic process for this distribution under aggregate uncertainty) and from two different values of the aggregate shock. The results in the table reveal, first, that the average welfare gain from eliminating cycles is a little more than one magnitude larger than that computed by Lucas for the same period utility function: up to 0.08–0.11% of consumption from Lucas’s 0.008%. Second, the distribution of welfare gains reveals substantial heterogeneity. For example, only a little over a third of the population even realize a gain; the rest lose from eliminating cycles. Summary statistics from the point of view of employment and patience type, as of the point in time when cycles are removed, are also displayed in the table. They reveal that unemployed agents lose on average 2–3 times more from cycles and that, across agents with different time preference rates, the most and least patient gain the most. In contrast, the middle group has a welfare gain that on average is similar to Lucas’s number. The largest gainers are actually the most patient group, with numbers over 0.6%, i.e., close to two orders of magnitude larger than Lucas’s representative-agent number.

Table 2 does not reveal who the losers from eliminating cycles are. We need a breakdown across wealth groups to find the losers, and the following Table 3 provides this kind of information for one of the four transition experiments. The tables corresponding to each of the other three transition experiments differ only slightly from this one; they are contained in Appendix E.1.

Here, a U-shape across wealth levels appears. We see, in particular, that the consumers in the 25th–75th percentiles in the wealth distribution are significant losers. For example, those in the 50th–75th percentile lose one order of magnitude more in consumption equivalents than Lucas’s representative agent gains. Moreover, we see that the losses are larger for the employed than for the unemployed. These agents are not very vulnerable to risk, and they lose particularly from the lower wages that result from lower aggregate savings.

The very richest group gains the most; the top percentile in wealth gains more than 1.5% in consumption equivalents. Clearly, the gains here derive from the increased interest rate. The poorest, represented as the bottom percentile here, gain between around 0.2% (the employed) and 1.1% (the unemployed); for this group, the diminished risk seems to be the reason why the gains are high.

Yet another cut of the heterogeneity in gains is compiled in Table 4, where there is a focus on the groups at the extreme ends in the wealth distribution across different patience and employment statuses.\(^\text{8}\)

---

\(^8\) Note that not all the combinations of the individual states actually are realized in the simulation, since the wealth holding is endogenous. However, we can think of an individual situated in a specific cell due to an unexpected (positive or negative) wealth transfer.
### Table 5
The distribution of wealth.

<table>
<thead>
<tr>
<th>Pct. of wealth held by top</th>
<th>Pct. with wealth &lt; 0</th>
<th>Gini coefficient</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>1% 5% 10% 20% 30%</td>
<td></td>
</tr>
<tr>
<td>Cycles</td>
<td>24 54 72 86 91</td>
<td>10</td>
</tr>
<tr>
<td>No cycles</td>
<td>25 59 79 95 98</td>
<td>29</td>
</tr>
<tr>
<td>Data</td>
<td>30 51 64 79 88</td>
<td>11</td>
</tr>
</tbody>
</table>

### Table 6
Welfare gains from eliminating business cycles.

<table>
<thead>
<tr>
<th>Initial state</th>
<th>Fraction gaining</th>
<th>Average utility gains in percentage consumption</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>k = zg, zsd, zsb</td>
<td></td>
</tr>
<tr>
<td></td>
<td></td>
<td>All, e = e, e = s, e = f, e = l, β = low, β = middle, β = high</td>
</tr>
<tr>
<td>11.3</td>
<td>1.0</td>
<td>0.974, 0.932, 1.532, 3.005, 1.708, 0.597, 3.309</td>
</tr>
<tr>
<td>11.3</td>
<td>1.0</td>
<td>1.130, 0.853, 0.931, 3.624, 6.446, 2.095, 0.737, 3.349</td>
</tr>
<tr>
<td>11.3</td>
<td>1.0</td>
<td>1.522, 0.831, 0.949, 5.307, 4.680, 2.095, 0.737, 3.349</td>
</tr>
<tr>
<td>12.1</td>
<td>1.0</td>
<td>1.039, 0.836, 0.956, 3.239, 4.055, 1.917, 0.654, 3.213</td>
</tr>
<tr>
<td>12.1</td>
<td>1.0</td>
<td>1.078, 0.835, 0.912, 4.159, 2.009, 0.889, 3.237</td>
</tr>
</tbody>
</table>

The effect on agents who are borrowing-constrained can be seen in this table; if they are impatient and unemployed, the reduction in risk amounts to close to a 4% increase in utility measured in consumption equivalents. This number is 500 times larger than the number provided by Lucas and it is an answer of sorts to the main query in this paper: are there agents in the population who would really gain a lot from the elimination of cycles? The answer is yes, if we think of 4% as a large number, and even though it may not be on some level, relative to the numbers we find in the literature, it is a large number!

The table also shows that those in the top one-thousandth of the wealth distribution gain over 2% if they are patient. Neither the very poorest nor the very richest represent large groups. The poor, especially, need to be at, or very close to, the borrowing constraint in order to gain significantly; just a little bit of wealth goes a long way toward lowering the utility losses from the risk. The gains among the richest fall off somewhat less rapidly; there is a larger group of big winners in this group.

Table 5 shows the long-run wealth distribution in the U.S. data and in the economies with and without cycles. This table shows that inequality increases significantly; the interest rate goes up, making the rich richer, and the lowering of individual risk makes the poor less concerned about holding low levels of assets—they engage in less precautionary savings. In an economy without discount-factor heterogeneity, these effects would not appear nearly as strongly (or at all). The effect of removing uninsurable individual risk in an economy with discount-factor heterogeneity, at least of the persistent kind we consider here, is to move close to the complete-markets outcome, which we know will be rather extreme. It would not be degenerate here since the discount factors do vary stochastically, but close enough that the effects on inequality of eliminating cycles are very large. Consumption inequality also increases in the long run. The consumption Gini coefficient increases from 0.13 to 0.14, despite the decline in the Gini coefficient for earnings (wage income plus unemployment compensation). The Gini coefficient for income (earnings plus the interest income \( r_k \)) increases from 0.32 to 0.35.

### 4.2. The case with short- and long-term unemployment

In this section, we present the results for the case where we make a distinction between short- and long-term unemployment. Table 6 summarizes the welfare gains for different initial capital stocks and aggregate productivity states.

The average gain is now around 1%, which is more than 100 times larger than Lucas’s number. In contrast to the previous case, everyone gains from eliminating business cycles. In particular, the long-term unemployed realizes a very large gain.

Table 7 breaks down the welfare gains for different wealth levels. We see the U-shape pattern again: very poor and very rich consumers receive the largest gains. The significant size of the very rich’s gain indicates that the general equilibrium effect is very large. This is because the precautionary savings are very large in the economy with cycles, due to agents fearing long-term unemployment. To match the realistic wealth distribution (by “forcing” some people to borrow), we assumed more dispersed discount factors; the difference between the smallest and the largest \( \beta \) is 0.0112, while it was 0.0072 in the homogeneous unemployment case. The mean discount factor is also lower here, to prevent people from saving too much. The elimination of the business cycle reduces the risk of long-term unemployment substantially (since the risk was strongly tied to being in a recession), and as a result, aggregate savings drop significantly. In the homogeneous

---

9 Recall that here we make distinction between the \( z_d \) state (a bad state after a good state) and the \( z_b \) state (a bad state after a bad state) and that the individual state \( f \) exists only when the aggregate state is \( z_b \).
unemployment case, the average capital stock falls from 11.78 to 11.75, while in the short- and long-term unemployment case, the change is from 11.67 to 11.48.

Table 8 describes the individual welfare gains.10 The largest benefit among the poor agents is realized by the constrained agents in long-term unemployment and with a low discount factor. For them, current consumption is very important, implying that the constraint on borrowing is very costly. Moreover, if the economy falls into a recession, these agents are likely to remain long-term unemployed for a long period of time. This risk is substantially reduced by the elimination of the business cycles. Among the richest agents, the most patient gain significantly, since they foresee a large increase in the interest income in future, when the aggregate savings fall substantially. In this case, very rich agents gain more than very poor agents: the general-equilibrium effect is larger than the risk-reduction effect. This is not the case, however, when business cycles are eliminated at a different point in time: if $\bar{k} = 11.3$ and $z = z_b$, the gain for a constrained agent with $\epsilon = l$ and $\beta = \text{low}$ is 30.3% (which is the largest gain among all the scenarios) while the gains of the richest are below 9%.

Table 9 compares the long-run wealth distributions before and after the removal of cycles.11 The change in the wealth distribution is qualitatively similar to that in the homogeneous unemployment case—the wealth distribution is more dispersed and more people have negative asset holdings. Quantitatively, the change is more extreme here—the majority of agents are at negative asset levels.

5. Summary and concluding remarks

This paper revisits the question of how a heterogeneous-agent economy might be affected by the elimination of aggregate fluctuations. Lucas (2003) surveys the previous work on the topic in detail, and a number of papers have been written since, exploring new mechanisms and more complex settings. Some of these departures lead to large effect and others do not; Krebs (2007) looks at the uninsurable earnings risk associated with displacement and argues that the cycle can be very costly for subgroups in the population; Mukoyama and Şahin (2006) analyze a model where workers have different skill levels and find larger costs for the low-skilled; and Schulhofer-Wohl (2008) considers preference heterogeneity, regarding

---

10 Tables for other initial aggregate conditions are available in Appendix E.2.
11 The Gini coefficient is contained in $[0, 1]$ when all consumers have positive asset levels. Here, the Gini exceeds one since we use the formula in footnote 7 applied to data that contain agents with negative asset holdings. The percent of wealth held by the top 20% and top 30% exceed 100% because of the existence of negative asset holdings.
attitudes toward risk, and finds very small effects. In this paper, we “go back to basics” and find that, even in a rather standard setting where cyclical idiosyncratic wage risk is abstracted from entirely, when we require the model to match the wealth distribution along the lines of Krusell and Smith (1998), the welfare costs of cycles are rather high, and influence the population quite unevenly.

In particular, we find that the average gains from eliminating cycles are significantly higher in the economy we consider here than those found in Lucas’s (1987) representative-agent calculations. In the case of homogeneous unemployment, these gains are still quite low in absolute terms: about 0.1% of average consumption. However, in the case where we distinguish long- from short-run employment, we obtain much larger gains: about one full percentage point of average consumption. The reason for the much larger effect in the latter case is that, first, long-term unemployment is a major risk—when it hits, it implies poor prospects of re-employment and therefore is a large negative shock to present and future income—and, second, this risk is highly cyclical.

The largest gains from removing cycles are recorded in the poorest, most impatient group: close to 4% of average consumption for the benchmark calibration. The gain for this group mainly derives from lower risk: the employment process is less risky now since a part of this process derives from the aggregate cycle (as unemployment is higher in recessions); moreover, there is also less wage (and interest) rate risk, since these fluctuate if aggregate productivity does. The very richest also gain substantially: over 2% in the benchmark calibration. The effect on the richest is due to the increase in the interest rate that comes from a fall in precautionary savings. Precautionary savings, of course, fall due to the lower risk exposure in the absence of cyclical fluctuations. On the other hand, close to 65% lose from the elimination of cycles. The losing group is the large middle class. This group typically is reasonably well insured because they have some wealth—so they do not benefit much from a reduction in risk—and they are employed. Being employed, but not too wealthy, their main income comes from working, and they lose on net since wages fall with the fall in aggregate savings. All of these comparative (cross-group) effects are present also in the alternative calibration, but they show up more significantly there since (the elimination of) risk is more central when there is long-term unemployment. Also, in this case because risk issues are all the more important, all agents gain from the elimination of aggregate risk.

Finally, we note that the effect on long-run wealth inequality from eliminating aggregate uncertainty is rather drastic in our economy: the Gini coefficient goes up from just under 0.8 to around 0.9 in the benchmark calibration—and to a number exceeding 1 in the alternative calibration. This effect is due to the heterogeneity in discount factors underlying the initial wealth distribution: with less individual uninsured risk, wealth holdings of agents with different time preference rates choose even more divergent asset levels, as the more patient lend even more to the less patient early on, leading relative wealth levels go move apart. In the case with long-term unemployment, more than half of the people hold negative levels of asset in the long run when aggregate risk is no longer present.

References


